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Generative audio AI is transforming modern experiences …

3
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Generative audio AI is NOT fully human-centric …

4
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Perception

Bridge the Human-Centric Gap

How should audio be represented so 
that models remain structured and 

perceptually meaningful? 

Humans
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Generative Spatial Audio Personalization



HRTF Field: Unifying Measured HRTF 
Magnitude Representation with Neural Fields

You Zhang, Yuxiang Wang, Zhiyao Duan

University of Rochester

Top 3% Accepted Papers
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Background: Spatial Effects and Sound Localization

Humans localize sound sources by processing the differences between sounds
received by their two ears.

8
Figure adapted from https://www.soundonsound.com/reviews/mp3-surround

https://www.soundonsound.com/reviews/mp3-surround
https://www.soundonsound.com/reviews/mp3-surround
https://www.soundonsound.com/reviews/mp3-surround
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Background: Head-Related Transfer Function (HRTF)

HRTF models the acoustic filtering effect of a listener's head, ears, and torso
to enable 3D sound localization. 

9

Figure from [Zhang+2023]

Left ear HRTF magnitudes (dB) of the midsagittal plane of one subject

You Zhang, Yuxiang Wang, and Zhiyao Duan. "HRTF field: Unifying measured HRTF magnitude representation with neural fields." ICASSP 2023.

Front

Left Right

Left Ear HRTF

Right Ear HRTF

Back

HRTF is unique to each person due to differences in ear, head, and torso shape.
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Background: Measure HRTFs

10

Figure from https://facebookresearch.github.io/SS2_HRTF/

● An anechoic room

● Multiple loudspeakers on motorized arc

● Two microphones

● Head motion control

Time-con
suming &

Resource
-intensive

!

https://facebookresearch.github.io/SS2_HRTF/
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Motivation: Personalizing HRTF with Machine Learning

Leverage measured data for personalized HRTF prediction

11

HRTFs at a 
particular position

HRTF prediction 
network

Representation 
of HRTFs

Human physical 
geometry

HRTFs at various spatial 
locations (of arbitrary 

spatial sampling schemes)

Assumption: Many HRTF characteristics are shared across individuals.
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Challenge 1: HRTF is High-Dimensional

For each subject, ear, and spatial location, HRTF is a function of frequency.

12

HRTFs at a 
particular position

HRTFs at various spatial 
locations (of arbitrary spatial 

sampling schemes)

L: number of locations (~1000)

F: number of frequency bins (~128)

2: left and right ear

1000 x 128 x 2 = 256,000. A huge number!
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Challenge 2: Small Datasets and Different Setups

Existing measured HRTF databases each only contain dozens of subjects.

13
You Zhang, Yuxiang Wang, and Zhiyao Duan. "HRTF field: Unifying measured HRTF magnitude representation with neural fields." ICASSP 2023.
Katarina C. Poole, Julie Meyer, Vincent Martin, Rapolas Daugintis, Nils Marggraf-Turley, Jack Webb, Ludovic Pirard, Nicola La Magna, Oliver 
Turvey, and Lorenzo Picinali. "The extended SONICOM HRTF dataset and spatial audio metrics toolbox." Forum Acusticum 2025.

SONICOM [Poole+2025]
(Expanded to 300
subjects in 2025)
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Challenge 3: Different Spatial Sampling Schemes

The source location grids used in HRTF databases differ
from one to another, making cross-dataset learning difficult.

14You Zhang, Yuxiang Wang, and Zhiyao Duan. "HRTF field: Unifying measured HRTF magnitude representation with neural fields." ICASSP 2023.
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Preliminary: Neural Fields

15
Figure adapted from [Skorokhodov+2021] and Telecom Paris wikipedia

Ivan Skorokhodov, Savva Ignatyev, and Mohamed Elhoseiny. “Adversarial generation of continuous images.” CVPR 2021.

Representing discrete data 
as a continuous function

x
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Represent a single subject’s HRTFs with a neural field

16Vincent Sitzmann, Julien Martel, Alexander Bergman, David Lindell, and Gordon Wetzstein. “Implicit neural representations with periodic 
activation functions.” NeurIPS 2020.

SIREN: a multi-layer perceptron
with sine activation functions

azimuth angle elevation angle

# frequency bins

HRTF Field decouples representation from sampling schemes.

Method: HRTF Field

HRTFs at a 
particular position

HRTFs at various spatial 
locations (of arbitrary spatial 

sampling schemes)
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Method: HRTF Field (Cont’d)

Learning HRTF representations across subjects

17
Sam Bond-Taylor, and Chris G. Willcocks. "Gradient origin networks." ICLR 2021.

# frequency bins

latent code for a subject

IGON: implicit gradient origin network
that uses SIREN architecture

You Zhang, Yuxiang Wang, and Zhiyao Duan. “HRTF field: Unifying measured HRTF magnitude representation with neural fields.” ICASSP 2023.

Enables grid-agnostic mix-database
training and cross-database evaluation
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Impact

18Inspired the winner of 2024 IEEE LAP Challenge
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Summary: Generative Framework for HRTF Representation

19You Zhang, Yuxiang Wang, and Zhiyao Duan. “HRTF field: Unifying measured HRTF magnitude representation with neural fields.” ICASSP 2023.

● Goal: Merge databases with different spatial sampling schemes
● Approach: Introduce continuous generative neural fields to model HRTF

● Contributions: For the first time, it enables mix-database training and cross-
database evaluation



Towards Perception-Informed 
Latent HRTF Representations
You Zhang 1,2, Andrew Francl 2, Ruohan Gao 3, Paul Calamia 2,

Zhiyao Duan 1, Ishwarya Ananthabhotla 2

1 University of Rochester
2 Meta Reality Labs Research

3 University of Maryland

Best Student Paper
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21

Spectral reconstruction Perceptually plausible HRTF

Most existing models are trained and evaluated with spectral reconstruction.

Motivation: Representation not Perceptually Aligned

If two HRTFs are close in spectral distance, are they close perceptually?
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Preliminary: HRTF Perception

Majdak, Piotr, Bruno Masiero, and Janina Fels. “Sound localization in individualized and non-individualized crosstalk cancellation systems.” JASA 2013.
Brinkmann, Fabian, Alexander Lindau, and Stefan Weinzierl. “On the authenticity of individual dynamic binaural synthesis.” JASA 2017.
Jenny, Claudia, and Christoph Reuter. "Usability of individualized head-related transfer functions in virtual reality: Empirical study with perceptual attributes in 
sagittal plane sound localization." JMIR Serious Games 2020.

● Reduced Coloration (less unwanted spectral distortion)

● Improved Externalization (sound appears outside the head)

● Enhanced Localization (accurately placing sounds in 3D space)

Perceptual benefits of individual HRTF:

22
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Preliminary: Computational Auditory Modeling

23

Thomas McKenzie, Cal Armstrong, Lauren Ward, Damian T. Murphy, and Gavin Kearney. "Predicting the colouration between binaural signals." Applied 
Sciences 2022.
Robert Baumgartner, and Piotr Majdak. "Decision making in auditory externalization perception:model predictions for static conditions." Acta Acustica 2021.
Roberto Barumerli, Piotr Majdak, Michele Geronazzo, David Meijer, Federico Avanzini, and Robert Baumgartner. "A Bayesian model for human directional 
localization of broadband static sound sources." Acta Acustica 2023.

Coloration: PBC [McKenzie+2022]

Externalization: AEP [Baumgartner&Majdak2021]

Localization: DRMSP [Barumerli+2023]

Figure from amtoolbox.org

Differentiable

Not differentiable

Not differentiable
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Method: Aligning with Perception-Informed Space

If the perceptual metric is differentiable, a direct perceptual loss can be incorporated.

● This approach applies only to PBC, not to AEP or DRMSP.

24

!
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Method: Aligning with Perception-Informed Space (Cont’d)

If the perceptual metric is NOT differentiable (AEP, DRMSP)

25
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Preliminary: Metric multi-dimensional scaling (MMDS)

26Figure adapted from https://youtu.be/VKSJayDi_lQ

Pairwise distance matrix New space

Optimize a new space that preserves the pairwise distances.

https://youtu.be/VKSJayDi_lQ


Towards Human-Centric Multimodal Generative Audio AI You (Neil) Zhang 24 April 2026

Method: Aligning with Perception-Informed Space (Cont’d)

If the perceptual metric is NOT differentiable (AEP, DRMSP)

27

This also applies to
differentiable metrics (PBC).

!
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Pairwise perceptual distance matrix  (

Metric multi-dimensional scaling (MMDS)

Pairwise perceptual distance matrix  
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Method: Overall Pipeline

28
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Results: Objective Perceptual Correlation Evaluation on PBC

● Our proposed method achieves better alignment with perception-
informed space.

● The perceptual correlation learned in training transfer to test subjects 
(unseen).

29
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Results: Objective Perceptual Correlation Evaluation on PBC

● Our proposed method achieves better alignment with perception-
informed space.

● The perceptual correlation learned in training transfer to test subjects
(unseen).

30
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Results: Personalized HRTF Selection

For each of the 13 test (unseen) subjects, we select the nearest HRTFs from the 
65 training subjects, based on the learned latent representations.

31

HRTFs selected by our proposed method yield lower perceptual distances.
Perceptually better!

You Zhang, Andrew Francl, Ruohan Gao, Paul Calamia, Zhiyao Duan, and Ishwarya Ananthabhotla. "Towards Perception-Informed Latent 
HRTF Representations." WASPAA 2025.
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Application: Virtual Spatial Audio Generation

Personalized HRTFs have wide applications to deliver immersive 3D sound.

32

Headphones AR smart glasses VR headsets
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Summary: Perception-Informed Generative Model for HRTF

● Goal: Perceptually grounded HRTF personalization
● Approach: Generative neural fields for HRTF modeling with constraints on

perceptual alignment using perceptual loss and MMDS
● Contributions: Better alignment with human perception in HRTF personalization

z

G (θ, ϕ, z)

zMDS

Pairwise perceptual distance matrix  M
MMDS supervision 

LAlign

GT HRTF  x

Reconstructed HRTF  ⋅x

Spectral distance  
L2

Perceptual metric 
LPBC

Metric multi-dimensional scaling (MMDS)

Encode

Decode

Psychoacoustic 
frequency weighting

Psychoacoustic 
frequency weighting
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Emotion

Bridge the Human-Centric Gap

How can emotion be represented and 
controlled across audio and visual modalities 

for expressive generation? 

Cross-Modal Emotional Generation
AI

Optimize

Metric
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Humans

Perceive

Express

Trust
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Background: Emotion Representation

● Categorical

36

● Dimensional (Continuous)

Figures from Wikipedia https://en.wikipedia.org/wiki/Emotion

https://en.wikipedia.org/wiki/Emotion
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Emotional talking face generation

37Sefik Emre Eskimez, You Zhang, and Zhiyao Duan. "Speech-driven talking face generation from a single image and an emotion condition." IEEE 
Transactions on Multimedia 2021.

This is the first research that introduces explicit emotion control into talking face generation.
It enables the study of incongruency in human emotion perception.

angry happy

A: happy, V: disgusted A: neutral, V: happy
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Controllable Generation with Fine-Grained Emotion

38

Anchored
Dimensionality

Reduction Valence

Dimensionality Reduced
Emotion Representation

Stage I: Feature Learning

Weighted
Sum

Em
otion Features

Linear

Linear

Pre-trained
WavLM

Softmax

Stage II: Position Mapping

HAPPY

NEUTRAL

SAD

ANGRY

Categorical
Emotion Anchors

Arousal

Categorical
Emotion
Labels

Input
Speech

Enting Zhou, You Zhang, and Zhiyao Duan. "Learning Arousal-Valence Representation from Categorical Emotion Labels of Speech." ICASSP 2024.

Input Text: "After his visit, I told Esprit to take me 
to the Palais Royal, and I left him at the gates."

No emotion labels required during TTS training

Happy: Excited:

Enables generating a broad spectrum of human emotions

Demo:

● Emotional Dimension Prediction ● Emotional Text-to-Speech

Kun Zhou, You Zhang, Dianwen Ng, Shengkui Zhao, Hao Wang, and Bin Ma. “Emotional Dimension Control in Language Model-Based Text-
to-Speech: Spanning a Broad Spectrum of Human Emotions.” ICASSP 2026.

Autoregressive Language Model

Prompt
Speech

Emotion Dimension
Prediction

Text
Encoder

Speech
Tokens
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Applications: Multimodal Emotional Rendering

39

Entertainment Healthcare

Education
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Summary: Cross-Modal Emotional Generation

● Goal: Emotional understanding and generation
● Approach: Explicit emotion encoder and discriminator, anchored dimensionality

reduction from speech features, prefix to a spoken language model
● Contributions: Enables generating a broad spectrum of emotions

40
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Generative Audio AI raised ethical and 
societal concern
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Trust

Bridge the Human-Centric Gap

How do we make generative audio(-visual)
systems trustworthy against deepfakes?

Generalizing Deepfake Detection

AI

Optimize

Metric

Generate

Humans

Perceive

Express

Trust



One-class Learning Towards Synthetic 
Voice Spoofing Detection

You Zhang, Fei Jiang, Zhiyao Duan

University of Rochester

Published in IEEE Signal Processing Letters

IEEE Signal Processing Letters Best Paper Nomination Citations: 365
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Background: Speech Deepfake Detection

A speech deepfake detection system is desired to distinguish generated speech
from bona fide speech. 

45

Speech
Generation
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Motivation: Defend Against Unseen Deepfakes

How can the deepfake detection system be better trained to defend 
against unseen deepfakes?

Generalization ability!

46

Problem:
● The fast development of speech generation are 

posing increasingly more threat.
● The distribution mismatch between the training set 

and test set for the deepfake class.
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Train
Test

Preliminary: Binary classification vs. one-class classification

47

Deepfake

Bona fide

You Zhang, Fei Jiang, Ge Zhu, Xinhui Chen, and Zhiyao Duan. “Generalizing Voice Presentation Attack Detection to Unseen Synthetic Attacks 
and Channel Variation”, Handbook of Biometric Anti-spoofing (3rd edition), Springer, 2023.

Bad generalization ability Good generalization ability

Train
Test
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Method: One-class learning

Learn the embedding space to:
● Compact the bona fide speech representation
● Isolate the speech deepfakes

48

Training: OC-Softmax loss (Proposed) 

Inference: cosine similarity 

Bona fide

Deepfake

You Zhang, Fei Jiang, and Zhiyao Duan, “One-class Learning Towards Synthetic Voice Spoofing Detection”, IEEE Signal Processing 
Letters, vol. 28, pp. 937-941, 2021.



Towards Human-Centric Multimodal Generative Audio AI You (Neil) Zhang 24 April 2026

Results: Evaluation of OC-Softmax

Results on the development and evaluation sets 
of ASVspoof 2019 LA using different losses

49

Feature Embedding Visualization
(red: bona fide, green: A17 attack, blue: 

deepfake)

You Zhang, Fei Jiang, and Zhiyao Duan, “One-class Learning Towards Synthetic Voice Spoofing Detection”, IEEE Signal Processing 
Letters, vol. 28, pp. 937-941, 2021.

● OC-Softmax performs the best on unseen attacks.
● Achieved the state-of-the-art single-system 

performance.



Towards Human-Centric Multimodal Generative Audio AI You (Neil) Zhang 24 April 2026

Impact

50
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Impact

51
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Extension: Audio-Visual Deepfake Detection

● Multi-stream framework with one-class learning against unseen deepfakes

52

Generalize to More Modalities

Singing Voice Deepfake Detection (SVDD)
- SingFake [7], CtrSVDD [8], SVDD Challenge [9]

Audio-Visual Deepfake Detection
- Multi-Stream Fusion with One-Class Learning [10]

You (Neil) Zhang, Fei Jiang, Siwen Ding, Yongyi Zang, Ge Zhu, Kyungbok Lee, Xinhui Chen, Mojtaba Heydari, Zhiyao Duan
University of Rochester, Rochester, NY

Generalizing Speaker Verification Anti-Spoofing

Acknowledgments

Background

Automatic Speaker Verification (ASV)
Verify the identity of a speaker

Logical Access Spoofing Attacks
The utterances bypass the microphone and feed to the
verification algorithm directly.
- Text-to-Speech (TTS)

➣ Convert written text into audio with speech synthesis

- Voice Conversion (VC)
➣ Convert speech from a source speaker to a target

speaker
Speaker Verification Anti-Spoofing / Speech Spoofing
Countermeasure (CM)
Detect spoofing attacks, i.e., deepfakes

Abstract

Automatic Speaker Verification (ASV) systems 
are vulnerable to text-to-speech (TTS) and voice 
conversion (VC) attacks. 
Speaker verification anti-spoofing, or speech
spoofing countermeasure (CM), is developed to 
improve the reliability of speaker verification 
systems against such spoofing attacks. 

- Generalization ability to unseen synthetic 
attacks. The fast development of speech
synthesis is posing an increasing threat.
• One-class learning with OC-Softmax
• Speaker attractor multi-center (SAMO)

- Robustness to variations of acoustic and 
telecommunication channels
• Channel-robust training strategies
• Phase perturbation

- Spoofing-aware speaker verification
• A probabilistic fusion framework

- Generalize to more modalities
• Singing voice deepfake detection (SVDD)
• Audio-visual deepfake detection

Generalize to Unseen Synthetic Attacks

The distribution mismatch between the training and test
set for the spoofing attacks class makes the problem a
good fit for one-class classification.

One-Class Learning: OC-Softmax [1, 4]

We propose a loss function called one-class softmax 
(OC-Softmax) to learn a feature space in which the bona 
fide speech embeddings have a compact boundary 
while spoofing data are kept away from the bona fide 
data by a certain margin.

The proposed OC-Softmax can be formulated as:

We evaluate the performance with equal error rate (EER)
and minimum tandem detection cost function (t-DCF).

Our one-class learning with the proposed OC-Softmax 
surpasses the binary classification losses. 

Speaker Attractor Multi-Center One-Class Learning 
(SAMO) [2]

Key idea: Model speaker diversity while maintaining the 
generalization ability brought by one-class learning

SAMO training objectives:
• Compact the bona fide speech representation

belonging to the same speaker
• Isolate the spoofing attacks from all speaker attractors

Generalize to Channel Variation

Cross-dataset studies show performance degradation
when trained and tested on different anti-spoofing
datasets. We identified the channel mismatch between 
training and evaluation as an important reason. Therefore,
we aim to improve the robustness to channel variation.

Channel-Robust Training Strategies [3, 4]

- Augmentation (AUG): With channel-augmented data.
- Multi-Task Augmentation (MT-AUG): Add a channel

classifier.
- Adversarial Augmentation (ADV-AUG): Insert a

gradient reversal layer (GRL).

Phase Perturbation Improves Channel Robustness for 
Speech Spoofing Countermeasures [5]

Decision
Boundary

Decision Boundary
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Decision Boundary
for non-target class

Decision
Boundary for
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for non-
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TABLE I
SUMMARY OF THE ASVSPOOF 2019 LA DATASET

the weight vector w0, whereas a relatively large arccosm1 can
push the non-target data to be apart from w0.

III. EXPERIMENTS

A. Dataset

The ASVspoof 2019 challenge provides a standard
database [30] for anti-spoofing. The LA subset of the provided
dataset includes bona fide speech and different kinds of TTS
and VC spoofing attacks. Training and development sets share
the same 6 attacks (A01-A06), consisting of 4 TTS and 2 VC
algorithms. In the evaluation set, there are 11 unknown at-
tacks (A07-A15, A17, A18) including combinations of different
TTS and VC attacks. The evaluation set also includes two attacks
(A16, A19) which use the same algorithms as two of the attacks
(A04, A06) in the training set but trained with different data.
Details can be found in Table I.

B. Evaluation Metrics

To evaluate the performance of the anti-spoofing system,
we take note of the output score of the anti-spoofing system. The
output of the anti-spoofing system is called a countermeasure
(CM) score, and it indicates the similarity of the given utterance
with bona fide speech. For systems trained with Softmax or
AM-Softmax, the output CM score is the cosine similarity be-
tween the speech embeddingxi and the weight vectorw0 −w1.
For our proposed system with OC-Softmax, the CM score is
the cosine similarity of xi and w0. Equal Error Rate (EER)
is calculated by setting a threshold on the CM decision score
such that the false alarm rate is equal to the miss rate. The
lower the EER is, the better the anti-spoofing system is at
detecting spoofing attacks. The tandem detection cost function
(t-DCF) [31] is a new evaluation metric adopted in the ASVspoof
2019 challenge. While EER only evaluates the performance of
the anti-spoofing system, the t-DCF assesses the influence of
anti-spoofing systems on the reliability of an ASV system. The
ASV system is fixed to compare different anti-spoofing systems.
The lower the t-DCF is, the better reliability of ASV is achieved.

C. Training Details

We extract 60-dimensional LFCCs from the utterances with
the MATLAB implementation provided by the ASVspoof 2019
Challenge organizers.1 The frame size is 20 ms and the hop size
is 10 ms. To form batches, we set 750 frames as the fixed length
and use repeat padding for short trials, and we randomly choose
a consecutive piece of frames and discard the rest for long trials.

We adopt the network architecture adapted from [14]. The
architecture is based on deep residual network ResNet-18 [32],

1[Online]. Available: https://www.asvspoof.org

TABLE II
RESULTS ON THE DEVELOPMENT AND EVALUATION SETS OF THE ASVSPOOF

2019 LA SCENARIO USING LOSS FUNCTIONS IN SECTION II

TABLE III
EER (%) PERFORMANCE COMPARISON OF LOSS FUNCTIONS ON INDIVIDUAL
ATTACKS OF THE EVALUATION SET (ALL UNSEEN FROM DEVELOPMENT) OF

THE ASVSPOOF 2019 LA SCENARIO. (* MEANS THE INDIVIDUAL EER IS
STATISTICALLY SIGNIFICANTLY DIFFERENT FROM OC-SOFTMAX, WITH A 99%

CONFIDENCE INTERVAL)

where the global average pooling layer is replaced by attentive
temporal pooling. The architecture takes the extracted LFCC
features as input and outputs the confidence score to indicate
the classification result. We use the intermediate output before
the last fully connected layer as the embedding for the speech
utterances, where 256 is the embedding dimension. For the
hyper-parameters in the loss functions, we set α = 20 and m =
0.9 for AM-Softmax; we set α = 20, m0 = 0.9 and m1 = 0.2
for the proposed OC-Softmax.

We implement our model with PyTorch.2 We use Adam
optimizer with the β1 parameter set to 0.9 and the β2 parameter
set to 0.999 to update the weights in the ResNet model. We use
Stochastic Gradient Descent (SGD) optimizer for the parameters
in the loss functions. The batch size is set to 64. The learning rate
is initially set to 0.0003 with 50% decay for every 10 epochs.
We trained the network for 100 epochs on a single NVIDIA
GTX 1080 Ti GPU. Then we select the model with the lowest
validation EER for evaluation.

D. Results

1) Evaluation of Proposed Loss Function: To demonstrate
the effectiveness of the one-class learning method, we com-
pared our proposed OC-Softmax with the conventional binary
classification loss functions, under the setting of the same input
features and models. The performance of the system trained
with different loss functions is compared in Table II on both
the development and evaluation sets of ASVspoof 2019 LA
scenario. We also compare the performance on individual unseen
attacks in the evaluation set in Table III.

2[Online]. Available: https://github.com/yzyouzhang/AIR-ASVspoof
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distribution and set a tight classification boundary around it, so
that all non-target data would be placed outside the boundary.

Recently, the one-class learning idea has been success-
fully introduced into image forgery detection [24]–[26]. For
voice spoofing detection, Alegre et al. [27] employed a one-
class support vector machine (OC-SVM) trained only on bona
fide speech to classify local binary patterns of speech cep-
strograms, showing the potential of one-class classification ap-
proach. It did not make use of any information from spoofing
attacks. Villalba et al. [28] proposed to fit OC-SVM with DNN
extracted speech embeddings of the bona fide class for the
ASVspoof 2015 Challenge. Although the method uses OC-SVM
to learn a compact boundary for the bona fide class, the em-
bedding space is still learned through binary classification. In
other words, the embedding space for drawing the classification
boundary may not benefit one-class classification.

In this paper, we formulate the speaker verification anti-
spoofing problem as one-class feature learning to improve the
generalization ability. The target class refers to bona fide speech
and the non-target class refers to spoofing attacks. We propose
a loss function called one-class softmax (OC-Softmax) to learn
a feature space in which the bona fide speech embeddings have
a compact boundary while spoofing data are kept away from
the bona fide data by a certain margin. Our proposed method,
without resorting to any data augmentation, outperforms all
existing single systems (those without ensemble learning) on
the ASVspoof 2019 LA dataset, and ranks between the second
and third places among all participating systems.

II. METHOD

Typically, for deep learning-based voice spoofing detection
models, the speech features are fed into a neural network to
calculate an embedding vector for the input utterance. The
objective of training this model is to learn an embedding space
in which the bona fide voices and spoofing voices can be well
discriminated. The embedding would be further used for scoring
the confidence of whether the utterance belongs to bona fide
speech or not. To the best of our knowledge, all the previous
voice spoofing detection systems learn speech embedding using
a binary classification loss function. As discussed in Section I,
this may limit the generalization ability to unknown attacks
as spoofing algorithms evolve. In this section, we first briefly
introduce and analyze the widely used binary classification loss
functions, then propose our one-class learning loss function for
voice spoofing detection.

A. Preliminary: Binary Classification Loss Functions

The original Softmax loss for binary classification can be
formulated as

LS = − 1

N

N∑

i=1

log
ew

T
yi

xi

ew
T
yi

xi + ew
T
1−yi

xi

=
1

N
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log
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1 + e(w1−yi

−wyi
)Txi

)
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where xi ∈ RD and yi ∈ {0, 1} are the embedding vector and
label of the i-th sample respectively, w0,w1 ∈ RD are the

Fig. 1. Illustration of the original Softmax and AM-Softmax for binary classi-
fication, and our proposed OC-Softmax for one-class learning. (The embeddings
and the weight vectors shown are non-normalized).

weight vectors of the two classes, and N is the number of
samples in a mini-batch.

AM-Softmax [29] improves upon this by introducing an
angular margin to make the embedding distributions of both
classes more compact, around the weight difference vector’s
two directions:
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T
yi

x̂i−m) + eαŵ
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)
, (2)

where α is a scale factor, m is the margin for cosine similarity,
and ŵ, x̂ are normalized w and x respectively.

B. Proposed Loss Function for One-Class Learning

According to the formulae of Softmax and AM-Softmax in
(1) and (2), for both loss functions, the embedding vectors of the
target and non-target class tend to converge around two opposite
directions, i.e., w0 −w1 and w1 −w0, respectively. This is
shown in Fig. 1(a), (b). For AM-Softmax, the embeddings of
both target and non-target class are imposed with an identical
compactness margin m. The larger m is, the more compact the
embeddings will be.

In voice spoofing detection, it is reasonable to train a compact
embedding space for bona fide speech. However, if we also
train a compact embedding space for the spoofing attacks, it
may overfit known attacks. To address this issue, we propose to
introduce two different margins for better compacting the bona
fide speech and isolating the spoofing attacks. The proposed loss
function One-class Softmax (OC-Softmax) is denoted as

LOCS =
1

N

N∑

i=1

log
(
1 + eα(myi

−ŵ0x̂i)(−1)yi
)
. (3)

Note that only one weight vector w0 is used in this loss
function. The w0 refers to the optimization direction of the
target class embeddings. The w0 and x are also normalized
as in AM-Softmax. Two margins (m0,m1 ∈ [−1, 1],m0 > m1)
are introduced here for bona fide speech and spoofing attacks
respectively, to bound the angle between w0 and xi, which
is denoted by θi. When yi = 0, m0 is used to force θi to be
smaller than arccosm0, whereas when yi = 1, m1 is used to
force θi to be larger than arccosm1. As shown in Fig. 1 (c), a
small arccosm0 can make the target class concentrate around
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Figure 1: Magnitude and phase spectrograms with different amounts of perturbation, using utterance LA T 1000137 as an example.

The horizontal axis is time from 0 to 2.5 s, while the vertical axis is frequency from 0 to 8 kHz.

2.1. Dataset

We employ ASVspoof2019LA [14], which is the logical ac-
cess (LA) subset of the ASVspoof2019 challenge. It contains
bonafide speech from the VCTK corpus [15], with a vast vari-
ety of attacks. We follow the same training, development, and
evaluation split as the ASVspoof2019 protocol. For the spoof-
ing attacks, the training and development sets contain the same
6 attacks, and the evaluation set contains 13 unseen attacks.

2.2. Experimental setup

Phase perturbation. During evaluation, we randomly perturb
the phase at different amounts. For an utterance with pertur-
bation amount n, we extract its phase and magnitude spectro-
grams. The phase � of every bin in the phase spectrogram is
randomly reassigned a value in the range of [� � n

2 , � + n
2 ],

while the magnitude spectrogram is unchanged. The phase per-
turbed utterance is then synthesized using the original magni-
tude and the perturbed phase spectrograms. We select four per-
turbation settings, with phase perturbation n as 1

2⇡, ⇡, 32⇡ and
2⇡, respectively.

Magnitude perturbation. As a comparison, we also con-
duct a set of experiments with magnitude perturbed. For an
utterance with a perturbation amount m dB signal-to-noise ra-
tio (SNR), we add white noise to the utterance to make its
SNR equal to m dB, then extract its magnitude spectrogram.
The magnitude-perturbed utterance is then synthesized from the
noisy magnitude spectrogram and the original utterance’s phase
spectrogram. If the synthesized audio waveform exceeds the
maximum limit, we apply normalization to prevent clipping.
We selected five perturbation settings for magnitude: 10 dB, 5
dB, 0 dB, -5 dB and -10 dB SNR. Figure 2 visualizes both phase
and magnitude perturbation processes, while Figure 1 shows an
example utterance with all perturbation settings. A setting with-
out perturbation is also introduced as the baseline.

Evaluation metric. We follow the ASVspoof challenge se-
ries and employ equal error rate (EER), defined as the point
where the false acceptance rate equals the false rejection rate.
Lower EER indicates better performance.

Training details. All time-domain CMs are trained with
the ASVspoof2019LA training set, and validated on the devel-
opment set. To reproduce the best performance for all CM sys-
tems, we use the hyper-parameter settings as reported in [11],
and select the checkpoint with the lowest validation EER within
100 epochs for evaluation. All models are trained with three dis-

Original Sample

Phase

Magnitude

Phase Perturbed
Phase Perturbation

Noise Perturbed

Magnitude Perturbed

Add noise 
till target SNR

Noisy Magnitude

Figure 2: Perturbation process for phase and magnitude cor-

rupted data. For noise perturbation, the noise is directly added

to the waveform.

Table 1: EER performance of three CM systems evaluated on

phase perturbed test data.

EER (%)
CM Systems

RawNet-2 RawGAT-ST AASIST

No Perturbation 4.25 1.36 1.35

Phase

1
2⇡ 9.55 20.09 21.12
⇡ 19.56 29.01 48.87
3
2⇡ 27.02 31.57 56.58
2⇡ 28.02 31.82 56.91

Pooled 21.04 28.12 45.87

tinct random seeds and reported with an averaged result to miti-
gate the impact of the random seed on model performance [16].

2.3. Results and analyses

Table 1 demonstrates the EER performance for all three CM
systems evaluated with phase perturbation. As a sanity check,
the performance of all CM systems on ASVspoof2019LA is
similar to that reported in [13] and [11]. As the amount of phase
perturbation increases, the performance decreases on all three
CM systems, indicating that time-domain CM systems utilize
phase information to discern spoofed speech. As a compari-
son, Table 2 shows the results of all CM systems evaluated with
different magnitude perturbation settings.

We use the pooled EER from all phase or magnitude per-
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ABSTRACT
Voice anti-spoofing systems are crucial auxiliaries for automatic
speaker verification (ASV) systems. A major challenge is caused
by unseen attacks empowered by advanced speech synthesis tech-
nologies. Our previous research on one-class learning has improved
the generalization ability to unseen attacks by compacting the bona
fide speech in the embedding space. However, such compactness
lacks consideration of the diversity of speakers. In this work, we
propose speaker attractor multi-center one-class learning (SAMO),
which clusters bona fide speech around a number of speaker attrac-
tors and pushes away spoofing attacks from all the attractors in a
high-dimensional embedding space. For training, we propose an
algorithm for the co-optimization of bona fide speech clustering and
bona fide/spoof classification. For inference, we propose strategies
to enable anti-spoofing for speakers without enrollment. Our pro-
posed system outperforms existing state-of-the-art single systems
with a relative improvement of 38% on equal error rate (EER) on
the ASVspoof2019 LA evaluation set.

Index Terms— anti-spoofing, one-class classification, speaker
attractors, cluster representation learning, deepfake detection

1. INTRODUCTION

Automatic speaker verification (ASV) systems are essential for
voice-based authentication that can recognize individuals through
speech. With the rise of advanced voice conversion and speech
synthesis techniques, ASV technologies are susceptible to possible
spoofing attacks, especially logical access (LA) attacks with syn-
thetic speech [1, 2]. To tackle such vulnerability in ASV systems, a
growing focus has been paid to spoofing countermeasure (i.e., CM
or anti-spoofing) systems that often instrument deep learning models
to differentiate speech spoken by humans (i.e., bona fide speech) and
synthesized speech (i.e., spoofing attacks) [2].

Existing research on speech anti-spoofing investigated different
embedding extractions. Recent end-to-end models have shifted from
hand-crafted features such as LFCC [3] and CQCC [4, 5] to raw
waveforms, achieving state-of-the-art performance [6, 7, 8, 9]. Other
efforts have focused on training strategies, such as data augmenta-
tion [10, 11] and multi-task learning [12]. Despite the impressive
results, the main challenge remains on the generalization ability to
unseen attacks, i.e., spoofing attacks generated by speech synthesis
techniques that are not used in generating training data [1]. While
this is a pressing issue due to the rapid development of speech syn-
thesis techniques, most cutting-edge anti-spoofing systems do not
explicitly address this problem.

⇤This work is supported in part by a New York State Center of Excellence
in Data Science award and synergistic activities funded by the National Sci-
ence Foundation (NSF) under grant DGE-1922591. The authors would also
like to thank Fei Jiang for the initial discussion of the multi-center idea.

Bona fide speech with different speakers Spoofing attacks

(a) One-class learning (b) SAMO

Table 2. Main comparison with Softmax and OC-Softmax on the
target-only portion of ASVSpoof2019 LA. All the three systems use
the AASIST [9] backbone.

Method EER(%) min t-DCF

Softmax 1.74 0.0583
OC-Softmax 1.25 0.0415
SAMO (with enrollment) 1.08 0.0356
SAMO (without enrollment)

Table 3. Ablation experiments for SAMO. Results of test scenarios
with and without enrollment data are both presented.
Setup Configuration Test with enroll (w/o enroll)

EER(%) min t-DCF

1 SAMO 1.08 (0.91) 0.0356 (0.0306)
2 one-hot and fixed attractors - (48.51) - (0.9995)
3 w/o speaker attractor update 1.95 (1.99) 0.0649 (0.0647)
4 update every epoch (M=1) 1.77 (1.17) 0.0479 (0.0357)
5 update every 10 epochs (M=10)

Comparison methods. We compare SAMO with two state-of-
the-art anti-spoofing methods: AASIST [9] and OC-Softmax [13].
AASIST is a model based on graph neural networks with integrated
spectro-temporal graph attention. It uses the softmax loss in train-
ing. We train AASIST with its reported configurations in [9]. In
[13], OC-Softmax uses a backbone based on deep residual network
ResNet-18 with one-class learning implementation mentioned in
Section 2.2. To remove the effect of backbone network architecture,
we change the network backbone to AASIST but maintaining the
OC-Softmax loss function. Similar to SAMO, we train this OC-
Softmax model using Adam optimizer and a learning rate of 10�4

with cosine annealing learning rate decay. [Please briefly describe
the baseline methods and implementation details.]

4.2. Results and discussions

Comparison with state-of-the-art systems.

w

ws1

ws2

(5)
Table 2 shows the EER and min t-DCF comparisons between

SAMO and the two comparison methods on the target-only portion
of the ASVSpoof2019 LA evaluation set. We report the average
results with 3 different seeds for all models. We can see that 1) the
results of our proposed method SAMO with two inference strate-
gies both demonstrate advantages over other comparison methods
with notable margins, e.g. SAMO with enrollment outperforms
the Softmax and OC-Softmax method by relative 38% (1.08% vs
1.74%) and 14% (1.08% vs 1.25 %) respectively. 2) compared to
Softmax, OC-Softmax improves the system performance by 28%,
which proves the advantages of the one-class learning method over
the binary classifier backend as reported in [13]; 3) compared to
OC-Softmax, SAMO improves the performance further more by
14%, indicating the enhancement made by our design based on
OC-Softmax, which is studied in the ablation section.

Fig. 2. 2D t-SNE visualization of SAMO feature embeddings of
bona fide and spoof speech of three speakers in the training split.
[Add grid]

Ablations. Table 3 investigates the effects of important com-
ponents and parameters in our proposed SAMO system. To see the
effects of our training strategies, Setup 2 initializes the speaker at-
tractors as one-hot vectors in the embedding space without further
updates during training. Results show that this setup does not learn
meaningful embedding spaces. Each utterance is compared to all
initialized training speaker attractors during inference; Setup 3 ini-
tializes the attractors as one-hot vectors first, then only updates at-
tractors once in the begining of the second epoch. Compared with
Setup 2, this setup shows that simply including bona fide speaker
information in attractors without any training schedule helps with
learning a useful embedding space, while it also shows a proper up-
dating schedule is essential to achieve desirable results. As for the
speaker attractor update interval M (#epochs) in algorithm 1, we
vary its value in Setups 4 and 5. [Please describe the results and
its suggestions.]

Embedding visualizations. To comprehend the effects of
speaker attractors in the embedding space, we pick three speakers
in the training set and transform their 160-D embedding vectors to
2-D in Figure 2 with t-SNE [31]. From the visualization, we can
see that the bona fide utterances are grouped in a small region at the
right side of the figure, while the spoof utterances are pushed away
from this region, occupying a large area on the left. This shows that
SAMO follows the general one-class learning framework. Within
the bona fide utterance region, we can also see that utterances of the
three speakers are generally clustered according to speaker identity.
This shows that SAMO models the bona fide class as speaker clus-
ters. Both observations show that the SAMO algorithm performs
as expected as the objective function. We believe that with larger
number of speakers in the training set, the benefit of SAMO can be
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spectro-temporal graph attention. It uses the softmax loss in train-
ing. We train AASIST with its reported configurations in [9]. In
[13], OC-Softmax uses a backbone based on deep residual network
ResNet-18 with one-class learning implementation mentioned in
Section 2.2. To remove the effect of backbone network architecture,
we change the network backbone to AASIST but maintaining the
OC-Softmax loss function. Similar to SAMO, we train this OC-
Softmax model using Adam optimizer and a learning rate of 10�4

with cosine annealing learning rate decay. [Please briefly describe
the baseline methods and implementation details.]

4.2. Results and discussions

Comparison with state-of-the-art systems.

w

ws1

ws2

(5)
Table 2 shows the EER and min t-DCF comparisons between

SAMO and the two comparison methods on the target-only portion
of the ASVSpoof2019 LA evaluation set. We report the average
results with 3 different seeds for all models. We can see that 1) the
results of our proposed method SAMO with two inference strate-
gies both demonstrate advantages over other comparison methods
with notable margins, e.g. SAMO with enrollment outperforms
the Softmax and OC-Softmax method by relative 38% (1.08% vs
1.74%) and 14% (1.08% vs 1.25 %) respectively. 2) compared to
Softmax, OC-Softmax improves the system performance by 28%,
which proves the advantages of the one-class learning method over
the binary classifier backend as reported in [13]; 3) compared to
OC-Softmax, SAMO improves the performance further more by
14%, indicating the enhancement made by our design based on
OC-Softmax, which is studied in the ablation section.

Fig. 2. 2D t-SNE visualization of SAMO feature embeddings of
bona fide and spoof speech of three speakers in the training split.
[Add grid]

Ablations. Table 3 investigates the effects of important com-
ponents and parameters in our proposed SAMO system. To see the
effects of our training strategies, Setup 2 initializes the speaker at-
tractors as one-hot vectors in the embedding space without further
updates during training. Results show that this setup does not learn
meaningful embedding spaces. Each utterance is compared to all
initialized training speaker attractors during inference; Setup 3 ini-
tializes the attractors as one-hot vectors first, then only updates at-
tractors once in the begining of the second epoch. Compared with
Setup 2, this setup shows that simply including bona fide speaker
information in attractors without any training schedule helps with
learning a useful embedding space, while it also shows a proper up-
dating schedule is essential to achieve desirable results. As for the
speaker attractor update interval M (#epochs) in algorithm 1, we
vary its value in Setups 4 and 5. [Please describe the results and
its suggestions.]

Embedding visualizations. To comprehend the effects of
speaker attractors in the embedding space, we pick three speakers
in the training set and transform their 160-D embedding vectors to
2-D in Figure 2 with t-SNE [31]. From the visualization, we can
see that the bona fide utterances are grouped in a small region at the
right side of the figure, while the spoof utterances are pushed away
from this region, occupying a large area on the left. This shows that
SAMO follows the general one-class learning framework. Within
the bona fide utterance region, we can also see that utterances of the
three speakers are generally clustered according to speaker identity.
This shows that SAMO models the bona fide class as speaker clus-
ters. Both observations show that the SAMO algorithm performs
as expected as the objective function. We believe that with larger
number of speakers in the training set, the benefit of SAMO can be

Fig. 1. Comparison between one-class learning and our proposed
SAMO method.

To address this generalization problem, in our prior work, we
proposed the one-class learning approach [13] that tries to com-
pact the bona fide speech into a cluster in the learned embedding
space while pushing away spoofing attacks from this cluster. This
approach has shown significant improvement in the generalization
ability to unseen spoofing attacks [13]. However, due to the variety
of timbre and speaking traits of different speakers, we have found
that the bona fide speech of different speakers naturally forms mul-
tiple clusters in the embedding space. We argue that compacting
different speakers into one cluster according to our original formu-
lation [13] may have caused some misclassification of the spoofing
attacks [14]. For instance, as shown in Figure 1(a), unseen spoofing
attacks may lie in between multiple naturally separated clusters of
bona fide speech, and compacting bona fide speech into a cluster is
likely to coerce the spoofing attack samples into the cluster as well.
It would make more sense to maintain the natural clustering of bona
fide speech while pushing away spoofing attacks, as shown in (b).

In this work, we propose speaker attractor multi-center one-class
learning (SAMO) to model speaker diversity while maintaining the
generalization ability brought by one-class learning. We aim to find
a speech representation for anti-spoofing that not only discriminates
bona fide speech from spoofing attacks but also clusters bona fide
speech according to speakers. After training, this model can be
deployed to test speakers with or without enrollment utterances:
With enrollment, the test utterance can be compared to the en-
rollment utterances for being classified into bona fide or spoofing
attacks; Without enrollment, the test utterance can be compared to
the learned attractors from training. The proposed system achieves
notable improvements over state-of-the-art single systems on the
ASVspoof2019 LA dataset, suggesting the effectiveness of our
proposed SAMO scheme.

Enc
pool over time

one-class learning for audio

Cross-Modal
Attention

audio-visual
inconsistency

SPK Embedding (Enroll) SPK Embedding (Test) CM Embedding (Test) 

Calculate Cosine Similarity Fully-Connected Layer

SASV SCM

SSASV = �

xe
ASV xt
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CM

Linear Score Mapping Sigmoid

f(SASV) �(SCM)
Figure 2: Model structure for implementation of our proposed
framework. Colored boxes represent the embeddings and the
bordered boxes denote the operations. The dashed border de-
notes that the FC layer is trainable. Borderless symbols repre-
sent the outputs or intermediate outputs.

tween yt
ASV and yt

CM and then slack it. Further details can be
referred to in [7].

3. Model Implementation

We implement the SASV system based on our probabilistic fu-
sion framework. We employ the posterior probability as the
final decision score for the SASV system.

SSASV = P (yt
SASV = 1|xe

ASV, x
t
ASV, x

t
CM). (2)

3.1. Model Structure

The structure of our model is shown in Figure 2. The ASV
subsystem computes the cosine similarity between the speaker
embeddings xe

ASV and xt
ASV, as the ASV score SASV 2 [�1, 1].

We then perform a linear function f(s) = (s + 1)/2 to mono-
tonically map the score to fit the probability range of [0, 1]. As
such, we define

P (yt
ASV = 1|xe

ASV, x
t
ASV) = f(SASV). (3)

For the CM subsystem, we use a fully-connected (FC) layer to
map the CM embedding to a score and then apply the Sigmoid
function to ensure the output is in the range of [0, 1]. We assign

P (yt
CM = 1|yt

ASV, x
t
CM) = �(SCM). (4)

Note that we ignore the FC layer followed by the CM embed-
ding in the original pre-trained CM subsystem, which is dif-
ferent from the Baseline1 method in [6]. Our FC layer can be
interpreted as a re-initialization of that FC layer. The decision
of yt

CM is dependent on yt
ASV since we train the FC layer with

the information from the ASV branch. The training details is
described in the next subsection.

Combining Eq. (1)-(4), the final decision score for our
SASV system is denoted as:

SSASV = f(SASV)⇥ �(SCM). (5)

3.2. Training details

Both the ASV and CM embedding network is pre-trained and
fixed, hence the ASV score SASV is fixed. Only the FC Layer
on top of the CM embedding network is trained. We train the
system with a prior-weighted binary cross-entropy loss for the
joint decision score SSASV and we set the prior probability for

Table 1: Four kinds of EERs for evaluation (Adapted from [6]).
“+” denotes the positive class and “-” denotes the negative
class. A blank entry denotes classes not used in the metric.
SASV-EER is the primary metric for the SASV challenge.

Evaluation metrics Target Non-target Spoof
SASV-EER + - -

SV-EER + -
SPF-EER + -
CM-EER + + -

a target trial as 0.1. Therefore, the system is jointly optimized
to fit the SASV ground-truth binary labels. The dependency of
yt

CM on yt
ASV is thus realized by training the FC layer conditioned

on the ASV output score.

Regarding the training data, we randomly select pairs of
utterances from the training set of the ASVspoof 2019 logical
access dataset and assign SASV labels by definition.

4. Experimental Results

In our experiments, we train our systems using Adam optimizer
with an initial learning rate of 0.00003. The batch size is set
to 1024. We train the model for 500 epochs and select the best
epoch according to the SASV-EER on the development trials.
The model in the best epoch is used for final evaluation. For
evaluation on the official development and evaluation trials, our
system’s output decision scores are calculated with Eq. (5) and
we then calculate the EERs in Table 1 for two sets of trials,
respectively. Note that we also observe the CM-EER as it is the
standard evaluation metric for CM systems, but excluded in the
SASV challenge.

4.1. Performance of single systems with our method

We train and evaluate eight of our SASV systems by varying the
random seed. The random seed controls (1) the random selec-
tion of pairs from the training data (2) the random initialization
of the FC layer. As shown in Table 2, the system performance
varies according to random seed. This observation is similar to
anti-spoofing as observed in a comparative study [8]. The best
performing system achieves a SASV-EER of 1.01% and 1.34%
on the development and evaluation trials, respectively.

Comparing different random seeds, in general, a better
SASV-EER is originated from a better SV-EER, showing that
it is important to discriminate the speaker identity. However, on
the CM aspect, a better SPF-EER or CM-EER may not result
in a better SASV-EER. The CM-EER of the best-performing
system is extremely high compared to the other systems. This
shows that optimizing the CM subsystem and achieving a lower
CM-EER might not benefit the SASV system. This observation
might be of interest to the CM community.

4.2. Fusion of single systems

We also experiment with score average fusion for different sin-
gle systems to try to improve the performance. The fusion re-
sults is shown in Table 3. The fusion of single systems did not
generate better performance than single systems.

Enc

Enc

Enc
pool over time

one-class learning for video

3.2. Probabilistic framework

We propose a probabilistic framework based on product rule
(PR) inspired by [26]. By definition, yt = 1, i.e., the test utter-
ance is target, if and only if yt

ASV = 1 and yt
CM = 1. Therefore,

assuming conditional independence between yt
ASV and yt

CM on
the speaker embeddings, we have

P (yt = 1|xe
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1, yt

CM = 1|xe
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1|xe

ASV, x
t
ASV, x

t
CM)P (yt

CM = 1|xe
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1|xe

ASV, x
t
ASV)P (yt

CM = 1|xt
CM).

(2)
The last equation follows from the fact that yt

ASV is indepen-
dent from xt

CM and that yt
CM is independent from xe

ASV and
xt
ASV , as we use pre-trained ASV and CM subsystems. If how-

ever, such subsystems are fine tuned during the SASV task, as
in Section 3.3.2, this independence will not be valid anymore.

3.3. Proposed strategies

3.3.1. Direct inference strategy

We adopt the same model structure as the base of the Baseline1
method, shown in Fig. 2 (a). The ASV subsystem outputs the
cosine similarity between the speaker embedding xe

ASV and xt
ASV.

The CM system outputs the CM score SCM from an FC layer. As
both the ASV and CM subsystems are pre-trained and there is
no fine tuning in any part of the entire system, this is a direct
inference strategy.

As mentioned above, both the ASV score and the CM score
do not fit to the proposed probabilistic framework. Therefore,
we propose ways to modify their value range to [0, 1]. The
CM subsystem was pre-trained with a softmax binary classifica-
tion loss, so the output score SCM after a sigmoid function �(x)
would naturally fit to the range of [0, 1], therefore, we define

P (yt
CM = 1|xt

CM) = �(SCM). (3)

For the ASV score, we need some function f to monotonically
map the cosine similarity score to a value between 0 and 1:

P (yt
ASV = 1|xe

ASV, x
t
ASV) = f(SASV), (4)

where f can be a hand-crafted function or some data-driven
mapping. Combining Eq.(1)-(4), the final decision score for
SASV is represented as:

SSASV = �(SCM)⇥ f(SASV). (5)

By varying the function f , we propose three systems us-
ing the direct inference strategy. A straightforward method is
through a linear mapping f(s) = (s + 1)/2. We refer to this
system as PR-L-I, where L stands for “linear” and I is short
for “inference”. For non-linear mapping, we choose the sigmoid
function and denote the system as PR-S-I, where S means
“sigmoid”. A potential advantage of a sigmoid function over
the linear mapping is that it expands the data range around 0,
the more ambiguous region for decisions. It is noted that nei-
ther the linear or sigmoid mapping can result in probabilities
that follow the true posterior distribution, therefore, we intro-
duce a third mapping that is trained on the bona fide trials of
the development set for SASV. To be specific, we sample tar-
get and non-target trials and train a calibration function with
logistic regression [27], where the target class is map to 1 and
the non-target class is mapped to 0. This can be viewed as a

data-driven score calibrator. This system using the data-driven
calibrated ASV score is represented as PR-C-I. It is expected
that when the test utterance is drawn from the same distribution
of the trials used to train the calibrator, the ASV subsystem per-
formance would be improved. This hypothesis is verified in our
experiments in Table 3.

3.3.2. Fine-tuning strategy

When the ASV and CM subsystems are fine tuned on the SASV
task, then the conditional independence assumption in the last
equality of Eq. (2) no longer holds. Instead, we can have an
alternative derivation of the posterior probability:

P (yt = 1|xe
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1, yt

CM = 1|xe
ASV, x

t
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t
CM)

=P (yt
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ASV, x
t
ASV, x

t
CM)P (yt

CM = 1|yt
ASV, x

e
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1|xe

ASV, x
t
ASV)P (yt

CM = 1|yt
ASV, x

t
CM).

(6)
The second equality is based on the chain rule and it treats yt

ASV

as a condition. It can be interpreted as that the prediction of
the CM subsystem depends on that of the ASV subsystem. This
dependency can be realized through fine-tuning the CM subsys-
tem conditioned on the ASV system’s output score. To do so,
we fine-tune the FC layer of the CM subsystem while keeping
the ASV score fixed in Figure 2(a). Instead of fitting SCM with
CM labels, our model directly optimizes the joint score. The
training is based on the ground-truth label of whether the test
utterance belongs to the target class. In other words, the spoof

and non-target utterances share the same negative labels. The
final decision score SSASV is calculated with Eq. (5).

We fine-tune the system with a prior-weighted binary cross-
entropy loss for SSASV. The ASV embedding network is pre-
trained and fixed, hence the ASV score SASV is fixed. Only the
FC Layer on top of the CM embedding network is trained and
the CM score SCM is adjusted. During back-propagation, thanks
to the multiplication, the gradient of the CM score with respect
to the parameters in the FC layer is weighted based on the scaled
ASV scores. The gradient receives a larger weight for larger
SASV, which corresponds to utterances that are more similar to
the target speaker. This helps the model to pay more attention
to such more difficult samples, manifesting an idea of speaker-

aware anti-spoofing.
In fine tuning strategy, we choose f as the linear or the sig-

moid function, denoted as PR-L-F and PR-S-F respectively.
L and S represent the two mapping functions as in Section 3.3.1,
while F is short for “fine-tuning”. We discard the calibration
method to prevent over-fitting on the trials dataset.

4. Experimental setup

4.1. Dataset

ASVspoof 2019 LA [28] is a standard dataset designed for the
LA sub-challenge of ASVspoof 2019. It consists of bona fide
speech and a variety of TTS and VC spoofing attacks. The bona
fide speech is collected from the VCTK corpus [29], while the
speakers are separated into three subsets: training (Train), de-
velopment (Dev), and evaluation (Eval). The spoofed speech in
each subset is targeted to spoof the corresponding speakers. The
algorithms for spoofing attacks in the evaluation set are totally
different from those in the Train and Dev sets. The non-overlap
is designed to encourage the generalization ability to unseen at-
tacks for CM systems. Details are shown in Table 1.
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Results: Audio-Visual Deepfake Detection

Our proposed method provides better generalization ability and interpretability.
53Kyungbok Lee, You Zhang, and Zhiyao Duan. “A Multi-Stream Fusion Approach with One-Class Learning for Audio-Visual Deepfake 
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Summary: Generalizing Audio Deepfake Detection

● Goal: Defend against unseen deepfakes in audio and audio-visual
deepfake detection

● Approach: One-class learning, multi-stream fusion
● Contributions: Improves generalization ability and interpretability
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Generalize to More Modalities

Singing Voice Deepfake Detection (SVDD)
- SingFake [7], CtrSVDD [8], SVDD Challenge [9]

Audio-Visual Deepfake Detection
- Multi-Stream Fusion with One-Class Learning [10]
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Generalizing Speaker Verification Anti-Spoofing
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Background

Automatic Speaker Verification (ASV)
Verify the identity of a speaker

Logical Access Spoofing Attacks
The utterances bypass the microphone and feed to the
verification algorithm directly.
- Text-to-Speech (TTS)

➣ Convert written text into audio with speech synthesis

- Voice Conversion (VC)
➣ Convert speech from a source speaker to a target

speaker
Speaker Verification Anti-Spoofing / Speech Spoofing
Countermeasure (CM)
Detect spoofing attacks, i.e., deepfakes

Abstract

Automatic Speaker Verification (ASV) systems 
are vulnerable to text-to-speech (TTS) and voice 
conversion (VC) attacks. 
Speaker verification anti-spoofing, or speech
spoofing countermeasure (CM), is developed to 
improve the reliability of speaker verification 
systems against such spoofing attacks. 

- Generalization ability to unseen synthetic 
attacks. The fast development of speech
synthesis is posing an increasing threat.
• One-class learning with OC-Softmax
• Speaker attractor multi-center (SAMO)

- Robustness to variations of acoustic and 
telecommunication channels
• Channel-robust training strategies
• Phase perturbation

- Spoofing-aware speaker verification
• A probabilistic fusion framework

- Generalize to more modalities
• Singing voice deepfake detection (SVDD)
• Audio-visual deepfake detection

Generalize to Unseen Synthetic Attacks

The distribution mismatch between the training and test
set for the spoofing attacks class makes the problem a
good fit for one-class classification.

One-Class Learning: OC-Softmax [1, 4]

We propose a loss function called one-class softmax 
(OC-Softmax) to learn a feature space in which the bona 
fide speech embeddings have a compact boundary 
while spoofing data are kept away from the bona fide 
data by a certain margin.

The proposed OC-Softmax can be formulated as:

We evaluate the performance with equal error rate (EER)
and minimum tandem detection cost function (t-DCF).

Our one-class learning with the proposed OC-Softmax 
surpasses the binary classification losses. 

Speaker Attractor Multi-Center One-Class Learning 
(SAMO) [2]

Key idea: Model speaker diversity while maintaining the 
generalization ability brought by one-class learning

SAMO training objectives:
• Compact the bona fide speech representation

belonging to the same speaker
• Isolate the spoofing attacks from all speaker attractors

Generalize to Channel Variation

Cross-dataset studies show performance degradation
when trained and tested on different anti-spoofing
datasets. We identified the channel mismatch between 
training and evaluation as an important reason. Therefore,
we aim to improve the robustness to channel variation.

Channel-Robust Training Strategies [3, 4]

- Augmentation (AUG): With channel-augmented data.
- Multi-Task Augmentation (MT-AUG): Add a channel

classifier.
- Adversarial Augmentation (ADV-AUG): Insert a

gradient reversal layer (GRL).

Phase Perturbation Improves Channel Robustness for 
Speech Spoofing Countermeasures [5]
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TABLE I
SUMMARY OF THE ASVSPOOF 2019 LA DATASET

the weight vector w0, whereas a relatively large arccosm1 can
push the non-target data to be apart from w0.

III. EXPERIMENTS

A. Dataset

The ASVspoof 2019 challenge provides a standard
database [30] for anti-spoofing. The LA subset of the provided
dataset includes bona fide speech and different kinds of TTS
and VC spoofing attacks. Training and development sets share
the same 6 attacks (A01-A06), consisting of 4 TTS and 2 VC
algorithms. In the evaluation set, there are 11 unknown at-
tacks (A07-A15, A17, A18) including combinations of different
TTS and VC attacks. The evaluation set also includes two attacks
(A16, A19) which use the same algorithms as two of the attacks
(A04, A06) in the training set but trained with different data.
Details can be found in Table I.

B. Evaluation Metrics

To evaluate the performance of the anti-spoofing system,
we take note of the output score of the anti-spoofing system. The
output of the anti-spoofing system is called a countermeasure
(CM) score, and it indicates the similarity of the given utterance
with bona fide speech. For systems trained with Softmax or
AM-Softmax, the output CM score is the cosine similarity be-
tween the speech embeddingxi and the weight vectorw0 −w1.
For our proposed system with OC-Softmax, the CM score is
the cosine similarity of xi and w0. Equal Error Rate (EER)
is calculated by setting a threshold on the CM decision score
such that the false alarm rate is equal to the miss rate. The
lower the EER is, the better the anti-spoofing system is at
detecting spoofing attacks. The tandem detection cost function
(t-DCF) [31] is a new evaluation metric adopted in the ASVspoof
2019 challenge. While EER only evaluates the performance of
the anti-spoofing system, the t-DCF assesses the influence of
anti-spoofing systems on the reliability of an ASV system. The
ASV system is fixed to compare different anti-spoofing systems.
The lower the t-DCF is, the better reliability of ASV is achieved.

C. Training Details

We extract 60-dimensional LFCCs from the utterances with
the MATLAB implementation provided by the ASVspoof 2019
Challenge organizers.1 The frame size is 20 ms and the hop size
is 10 ms. To form batches, we set 750 frames as the fixed length
and use repeat padding for short trials, and we randomly choose
a consecutive piece of frames and discard the rest for long trials.

We adopt the network architecture adapted from [14]. The
architecture is based on deep residual network ResNet-18 [32],

1[Online]. Available: https://www.asvspoof.org

TABLE II
RESULTS ON THE DEVELOPMENT AND EVALUATION SETS OF THE ASVSPOOF

2019 LA SCENARIO USING LOSS FUNCTIONS IN SECTION II

TABLE III
EER (%) PERFORMANCE COMPARISON OF LOSS FUNCTIONS ON INDIVIDUAL
ATTACKS OF THE EVALUATION SET (ALL UNSEEN FROM DEVELOPMENT) OF

THE ASVSPOOF 2019 LA SCENARIO. (* MEANS THE INDIVIDUAL EER IS
STATISTICALLY SIGNIFICANTLY DIFFERENT FROM OC-SOFTMAX, WITH A 99%

CONFIDENCE INTERVAL)

where the global average pooling layer is replaced by attentive
temporal pooling. The architecture takes the extracted LFCC
features as input and outputs the confidence score to indicate
the classification result. We use the intermediate output before
the last fully connected layer as the embedding for the speech
utterances, where 256 is the embedding dimension. For the
hyper-parameters in the loss functions, we set α = 20 and m =
0.9 for AM-Softmax; we set α = 20, m0 = 0.9 and m1 = 0.2
for the proposed OC-Softmax.

We implement our model with PyTorch.2 We use Adam
optimizer with the β1 parameter set to 0.9 and the β2 parameter
set to 0.999 to update the weights in the ResNet model. We use
Stochastic Gradient Descent (SGD) optimizer for the parameters
in the loss functions. The batch size is set to 64. The learning rate
is initially set to 0.0003 with 50% decay for every 10 epochs.
We trained the network for 100 epochs on a single NVIDIA
GTX 1080 Ti GPU. Then we select the model with the lowest
validation EER for evaluation.

D. Results

1) Evaluation of Proposed Loss Function: To demonstrate
the effectiveness of the one-class learning method, we com-
pared our proposed OC-Softmax with the conventional binary
classification loss functions, under the setting of the same input
features and models. The performance of the system trained
with different loss functions is compared in Table II on both
the development and evaluation sets of ASVspoof 2019 LA
scenario. We also compare the performance on individual unseen
attacks in the evaluation set in Table III.
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distribution and set a tight classification boundary around it, so
that all non-target data would be placed outside the boundary.

Recently, the one-class learning idea has been success-
fully introduced into image forgery detection [24]–[26]. For
voice spoofing detection, Alegre et al. [27] employed a one-
class support vector machine (OC-SVM) trained only on bona
fide speech to classify local binary patterns of speech cep-
strograms, showing the potential of one-class classification ap-
proach. It did not make use of any information from spoofing
attacks. Villalba et al. [28] proposed to fit OC-SVM with DNN
extracted speech embeddings of the bona fide class for the
ASVspoof 2015 Challenge. Although the method uses OC-SVM
to learn a compact boundary for the bona fide class, the em-
bedding space is still learned through binary classification. In
other words, the embedding space for drawing the classification
boundary may not benefit one-class classification.

In this paper, we formulate the speaker verification anti-
spoofing problem as one-class feature learning to improve the
generalization ability. The target class refers to bona fide speech
and the non-target class refers to spoofing attacks. We propose
a loss function called one-class softmax (OC-Softmax) to learn
a feature space in which the bona fide speech embeddings have
a compact boundary while spoofing data are kept away from
the bona fide data by a certain margin. Our proposed method,
without resorting to any data augmentation, outperforms all
existing single systems (those without ensemble learning) on
the ASVspoof 2019 LA dataset, and ranks between the second
and third places among all participating systems.

II. METHOD

Typically, for deep learning-based voice spoofing detection
models, the speech features are fed into a neural network to
calculate an embedding vector for the input utterance. The
objective of training this model is to learn an embedding space
in which the bona fide voices and spoofing voices can be well
discriminated. The embedding would be further used for scoring
the confidence of whether the utterance belongs to bona fide
speech or not. To the best of our knowledge, all the previous
voice spoofing detection systems learn speech embedding using
a binary classification loss function. As discussed in Section I,
this may limit the generalization ability to unknown attacks
as spoofing algorithms evolve. In this section, we first briefly
introduce and analyze the widely used binary classification loss
functions, then propose our one-class learning loss function for
voice spoofing detection.

A. Preliminary: Binary Classification Loss Functions

The original Softmax loss for binary classification can be
formulated as
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where xi ∈ RD and yi ∈ {0, 1} are the embedding vector and
label of the i-th sample respectively, w0,w1 ∈ RD are the

Fig. 1. Illustration of the original Softmax and AM-Softmax for binary classi-
fication, and our proposed OC-Softmax for one-class learning. (The embeddings
and the weight vectors shown are non-normalized).

weight vectors of the two classes, and N is the number of
samples in a mini-batch.

AM-Softmax [29] improves upon this by introducing an
angular margin to make the embedding distributions of both
classes more compact, around the weight difference vector’s
two directions:
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where α is a scale factor, m is the margin for cosine similarity,
and ŵ, x̂ are normalized w and x respectively.

B. Proposed Loss Function for One-Class Learning

According to the formulae of Softmax and AM-Softmax in
(1) and (2), for both loss functions, the embedding vectors of the
target and non-target class tend to converge around two opposite
directions, i.e., w0 −w1 and w1 −w0, respectively. This is
shown in Fig. 1(a), (b). For AM-Softmax, the embeddings of
both target and non-target class are imposed with an identical
compactness margin m. The larger m is, the more compact the
embeddings will be.

In voice spoofing detection, it is reasonable to train a compact
embedding space for bona fide speech. However, if we also
train a compact embedding space for the spoofing attacks, it
may overfit known attacks. To address this issue, we propose to
introduce two different margins for better compacting the bona
fide speech and isolating the spoofing attacks. The proposed loss
function One-class Softmax (OC-Softmax) is denoted as

LOCS =
1

N

N∑

i=1

log
(
1 + eα(myi

−ŵ0x̂i)(−1)yi
)
. (3)

Note that only one weight vector w0 is used in this loss
function. The w0 refers to the optimization direction of the
target class embeddings. The w0 and x are also normalized
as in AM-Softmax. Two margins (m0,m1 ∈ [−1, 1],m0 > m1)
are introduced here for bona fide speech and spoofing attacks
respectively, to bound the angle between w0 and xi, which
is denoted by θi. When yi = 0, m0 is used to force θi to be
smaller than arccosm0, whereas when yi = 1, m1 is used to
force θi to be larger than arccosm1. As shown in Fig. 1 (c), a
small arccosm0 can make the target class concentrate around
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Figure 1: Magnitude and phase spectrograms with different amounts of perturbation, using utterance LA T 1000137 as an example.

The horizontal axis is time from 0 to 2.5 s, while the vertical axis is frequency from 0 to 8 kHz.

2.1. Dataset

We employ ASVspoof2019LA [14], which is the logical ac-
cess (LA) subset of the ASVspoof2019 challenge. It contains
bonafide speech from the VCTK corpus [15], with a vast vari-
ety of attacks. We follow the same training, development, and
evaluation split as the ASVspoof2019 protocol. For the spoof-
ing attacks, the training and development sets contain the same
6 attacks, and the evaluation set contains 13 unseen attacks.

2.2. Experimental setup

Phase perturbation. During evaluation, we randomly perturb
the phase at different amounts. For an utterance with pertur-
bation amount n, we extract its phase and magnitude spectro-
grams. The phase � of every bin in the phase spectrogram is
randomly reassigned a value in the range of [� � n

2 , � + n
2 ],

while the magnitude spectrogram is unchanged. The phase per-
turbed utterance is then synthesized using the original magni-
tude and the perturbed phase spectrograms. We select four per-
turbation settings, with phase perturbation n as 1

2⇡, ⇡, 32⇡ and
2⇡, respectively.

Magnitude perturbation. As a comparison, we also con-
duct a set of experiments with magnitude perturbed. For an
utterance with a perturbation amount m dB signal-to-noise ra-
tio (SNR), we add white noise to the utterance to make its
SNR equal to m dB, then extract its magnitude spectrogram.
The magnitude-perturbed utterance is then synthesized from the
noisy magnitude spectrogram and the original utterance’s phase
spectrogram. If the synthesized audio waveform exceeds the
maximum limit, we apply normalization to prevent clipping.
We selected five perturbation settings for magnitude: 10 dB, 5
dB, 0 dB, -5 dB and -10 dB SNR. Figure 2 visualizes both phase
and magnitude perturbation processes, while Figure 1 shows an
example utterance with all perturbation settings. A setting with-
out perturbation is also introduced as the baseline.

Evaluation metric. We follow the ASVspoof challenge se-
ries and employ equal error rate (EER), defined as the point
where the false acceptance rate equals the false rejection rate.
Lower EER indicates better performance.

Training details. All time-domain CMs are trained with
the ASVspoof2019LA training set, and validated on the devel-
opment set. To reproduce the best performance for all CM sys-
tems, we use the hyper-parameter settings as reported in [11],
and select the checkpoint with the lowest validation EER within
100 epochs for evaluation. All models are trained with three dis-

Original Sample

Phase

Magnitude

Phase Perturbed
Phase Perturbation

Noise Perturbed

Magnitude Perturbed

Add noise 
till target SNR

Noisy Magnitude

Figure 2: Perturbation process for phase and magnitude cor-

rupted data. For noise perturbation, the noise is directly added

to the waveform.

Table 1: EER performance of three CM systems evaluated on

phase perturbed test data.

EER (%)
CM Systems

RawNet-2 RawGAT-ST AASIST

No Perturbation 4.25 1.36 1.35

Phase

1
2⇡ 9.55 20.09 21.12
⇡ 19.56 29.01 48.87
3
2⇡ 27.02 31.57 56.58
2⇡ 28.02 31.82 56.91

Pooled 21.04 28.12 45.87

tinct random seeds and reported with an averaged result to miti-
gate the impact of the random seed on model performance [16].

2.3. Results and analyses

Table 1 demonstrates the EER performance for all three CM
systems evaluated with phase perturbation. As a sanity check,
the performance of all CM systems on ASVspoof2019LA is
similar to that reported in [13] and [11]. As the amount of phase
perturbation increases, the performance decreases on all three
CM systems, indicating that time-domain CM systems utilize
phase information to discern spoofed speech. As a compari-
son, Table 2 shows the results of all CM systems evaluated with
different magnitude perturbation settings.

We use the pooled EER from all phase or magnitude per-
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ABSTRACT
Voice anti-spoofing systems are crucial auxiliaries for automatic
speaker verification (ASV) systems. A major challenge is caused
by unseen attacks empowered by advanced speech synthesis tech-
nologies. Our previous research on one-class learning has improved
the generalization ability to unseen attacks by compacting the bona
fide speech in the embedding space. However, such compactness
lacks consideration of the diversity of speakers. In this work, we
propose speaker attractor multi-center one-class learning (SAMO),
which clusters bona fide speech around a number of speaker attrac-
tors and pushes away spoofing attacks from all the attractors in a
high-dimensional embedding space. For training, we propose an
algorithm for the co-optimization of bona fide speech clustering and
bona fide/spoof classification. For inference, we propose strategies
to enable anti-spoofing for speakers without enrollment. Our pro-
posed system outperforms existing state-of-the-art single systems
with a relative improvement of 38% on equal error rate (EER) on
the ASVspoof2019 LA evaluation set.

Index Terms— anti-spoofing, one-class classification, speaker
attractors, cluster representation learning, deepfake detection

1. INTRODUCTION

Automatic speaker verification (ASV) systems are essential for
voice-based authentication that can recognize individuals through
speech. With the rise of advanced voice conversion and speech
synthesis techniques, ASV technologies are susceptible to possible
spoofing attacks, especially logical access (LA) attacks with syn-
thetic speech [1, 2]. To tackle such vulnerability in ASV systems, a
growing focus has been paid to spoofing countermeasure (i.e., CM
or anti-spoofing) systems that often instrument deep learning models
to differentiate speech spoken by humans (i.e., bona fide speech) and
synthesized speech (i.e., spoofing attacks) [2].

Existing research on speech anti-spoofing investigated different
embedding extractions. Recent end-to-end models have shifted from
hand-crafted features such as LFCC [3] and CQCC [4, 5] to raw
waveforms, achieving state-of-the-art performance [6, 7, 8, 9]. Other
efforts have focused on training strategies, such as data augmenta-
tion [10, 11] and multi-task learning [12]. Despite the impressive
results, the main challenge remains on the generalization ability to
unseen attacks, i.e., spoofing attacks generated by speech synthesis
techniques that are not used in generating training data [1]. While
this is a pressing issue due to the rapid development of speech syn-
thesis techniques, most cutting-edge anti-spoofing systems do not
explicitly address this problem.

⇤This work is supported in part by a New York State Center of Excellence
in Data Science award and synergistic activities funded by the National Sci-
ence Foundation (NSF) under grant DGE-1922591. The authors would also
like to thank Fei Jiang for the initial discussion of the multi-center idea.

Bona fide speech with different speakers Spoofing attacks
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Table 2. Main comparison with Softmax and OC-Softmax on the
target-only portion of ASVSpoof2019 LA. All the three systems use
the AASIST [9] backbone.

Method EER(%) min t-DCF

Softmax 1.74 0.0583
OC-Softmax 1.25 0.0415
SAMO (with enrollment) 1.08 0.0356
SAMO (without enrollment)

Table 3. Ablation experiments for SAMO. Results of test scenarios
with and without enrollment data are both presented.
Setup Configuration Test with enroll (w/o enroll)

EER(%) min t-DCF

1 SAMO 1.08 (0.91) 0.0356 (0.0306)
2 one-hot and fixed attractors - (48.51) - (0.9995)
3 w/o speaker attractor update 1.95 (1.99) 0.0649 (0.0647)
4 update every epoch (M=1) 1.77 (1.17) 0.0479 (0.0357)
5 update every 10 epochs (M=10)

Comparison methods. We compare SAMO with two state-of-
the-art anti-spoofing methods: AASIST [9] and OC-Softmax [13].
AASIST is a model based on graph neural networks with integrated
spectro-temporal graph attention. It uses the softmax loss in train-
ing. We train AASIST with its reported configurations in [9]. In
[13], OC-Softmax uses a backbone based on deep residual network
ResNet-18 with one-class learning implementation mentioned in
Section 2.2. To remove the effect of backbone network architecture,
we change the network backbone to AASIST but maintaining the
OC-Softmax loss function. Similar to SAMO, we train this OC-
Softmax model using Adam optimizer and a learning rate of 10�4

with cosine annealing learning rate decay. [Please briefly describe
the baseline methods and implementation details.]

4.2. Results and discussions

Comparison with state-of-the-art systems.
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Table 2 shows the EER and min t-DCF comparisons between

SAMO and the two comparison methods on the target-only portion
of the ASVSpoof2019 LA evaluation set. We report the average
results with 3 different seeds for all models. We can see that 1) the
results of our proposed method SAMO with two inference strate-
gies both demonstrate advantages over other comparison methods
with notable margins, e.g. SAMO with enrollment outperforms
the Softmax and OC-Softmax method by relative 38% (1.08% vs
1.74%) and 14% (1.08% vs 1.25 %) respectively. 2) compared to
Softmax, OC-Softmax improves the system performance by 28%,
which proves the advantages of the one-class learning method over
the binary classifier backend as reported in [13]; 3) compared to
OC-Softmax, SAMO improves the performance further more by
14%, indicating the enhancement made by our design based on
OC-Softmax, which is studied in the ablation section.

Fig. 2. 2D t-SNE visualization of SAMO feature embeddings of
bona fide and spoof speech of three speakers in the training split.
[Add grid]

Ablations. Table 3 investigates the effects of important com-
ponents and parameters in our proposed SAMO system. To see the
effects of our training strategies, Setup 2 initializes the speaker at-
tractors as one-hot vectors in the embedding space without further
updates during training. Results show that this setup does not learn
meaningful embedding spaces. Each utterance is compared to all
initialized training speaker attractors during inference; Setup 3 ini-
tializes the attractors as one-hot vectors first, then only updates at-
tractors once in the begining of the second epoch. Compared with
Setup 2, this setup shows that simply including bona fide speaker
information in attractors without any training schedule helps with
learning a useful embedding space, while it also shows a proper up-
dating schedule is essential to achieve desirable results. As for the
speaker attractor update interval M (#epochs) in algorithm 1, we
vary its value in Setups 4 and 5. [Please describe the results and
its suggestions.]

Embedding visualizations. To comprehend the effects of
speaker attractors in the embedding space, we pick three speakers
in the training set and transform their 160-D embedding vectors to
2-D in Figure 2 with t-SNE [31]. From the visualization, we can
see that the bona fide utterances are grouped in a small region at the
right side of the figure, while the spoof utterances are pushed away
from this region, occupying a large area on the left. This shows that
SAMO follows the general one-class learning framework. Within
the bona fide utterance region, we can also see that utterances of the
three speakers are generally clustered according to speaker identity.
This shows that SAMO models the bona fide class as speaker clus-
ters. Both observations show that the SAMO algorithm performs
as expected as the objective function. We believe that with larger
number of speakers in the training set, the benefit of SAMO can be
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right side of the figure, while the spoof utterances are pushed away
from this region, occupying a large area on the left. This shows that
SAMO follows the general one-class learning framework. Within
the bona fide utterance region, we can also see that utterances of the
three speakers are generally clustered according to speaker identity.
This shows that SAMO models the bona fide class as speaker clus-
ters. Both observations show that the SAMO algorithm performs
as expected as the objective function. We believe that with larger
number of speakers in the training set, the benefit of SAMO can be

Fig. 1. Comparison between one-class learning and our proposed
SAMO method.

To address this generalization problem, in our prior work, we
proposed the one-class learning approach [13] that tries to com-
pact the bona fide speech into a cluster in the learned embedding
space while pushing away spoofing attacks from this cluster. This
approach has shown significant improvement in the generalization
ability to unseen spoofing attacks [13]. However, due to the variety
of timbre and speaking traits of different speakers, we have found
that the bona fide speech of different speakers naturally forms mul-
tiple clusters in the embedding space. We argue that compacting
different speakers into one cluster according to our original formu-
lation [13] may have caused some misclassification of the spoofing
attacks [14]. For instance, as shown in Figure 1(a), unseen spoofing
attacks may lie in between multiple naturally separated clusters of
bona fide speech, and compacting bona fide speech into a cluster is
likely to coerce the spoofing attack samples into the cluster as well.
It would make more sense to maintain the natural clustering of bona
fide speech while pushing away spoofing attacks, as shown in (b).

In this work, we propose speaker attractor multi-center one-class
learning (SAMO) to model speaker diversity while maintaining the
generalization ability brought by one-class learning. We aim to find
a speech representation for anti-spoofing that not only discriminates
bona fide speech from spoofing attacks but also clusters bona fide
speech according to speakers. After training, this model can be
deployed to test speakers with or without enrollment utterances:
With enrollment, the test utterance can be compared to the en-
rollment utterances for being classified into bona fide or spoofing
attacks; Without enrollment, the test utterance can be compared to
the learned attractors from training. The proposed system achieves
notable improvements over state-of-the-art single systems on the
ASVspoof2019 LA dataset, suggesting the effectiveness of our
proposed SAMO scheme.
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Cross-Modal
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Figure 2: Model structure for implementation of our proposed
framework. Colored boxes represent the embeddings and the
bordered boxes denote the operations. The dashed border de-
notes that the FC layer is trainable. Borderless symbols repre-
sent the outputs or intermediate outputs.

tween yt
ASV and yt

CM and then slack it. Further details can be
referred to in [7].

3. Model Implementation

We implement the SASV system based on our probabilistic fu-
sion framework. We employ the posterior probability as the
final decision score for the SASV system.

SSASV = P (yt
SASV = 1|xe

ASV, x
t
ASV, x

t
CM). (2)

3.1. Model Structure

The structure of our model is shown in Figure 2. The ASV
subsystem computes the cosine similarity between the speaker
embeddings xe

ASV and xt
ASV, as the ASV score SASV 2 [�1, 1].

We then perform a linear function f(s) = (s + 1)/2 to mono-
tonically map the score to fit the probability range of [0, 1]. As
such, we define

P (yt
ASV = 1|xe

ASV, x
t
ASV) = f(SASV). (3)

For the CM subsystem, we use a fully-connected (FC) layer to
map the CM embedding to a score and then apply the Sigmoid
function to ensure the output is in the range of [0, 1]. We assign

P (yt
CM = 1|yt

ASV, x
t
CM) = �(SCM). (4)

Note that we ignore the FC layer followed by the CM embed-
ding in the original pre-trained CM subsystem, which is dif-
ferent from the Baseline1 method in [6]. Our FC layer can be
interpreted as a re-initialization of that FC layer. The decision
of yt

CM is dependent on yt
ASV since we train the FC layer with

the information from the ASV branch. The training details is
described in the next subsection.

Combining Eq. (1)-(4), the final decision score for our
SASV system is denoted as:

SSASV = f(SASV)⇥ �(SCM). (5)

3.2. Training details

Both the ASV and CM embedding network is pre-trained and
fixed, hence the ASV score SASV is fixed. Only the FC Layer
on top of the CM embedding network is trained. We train the
system with a prior-weighted binary cross-entropy loss for the
joint decision score SSASV and we set the prior probability for

Table 1: Four kinds of EERs for evaluation (Adapted from [6]).
“+” denotes the positive class and “-” denotes the negative
class. A blank entry denotes classes not used in the metric.
SASV-EER is the primary metric for the SASV challenge.

Evaluation metrics Target Non-target Spoof
SASV-EER + - -

SV-EER + -
SPF-EER + -
CM-EER + + -

a target trial as 0.1. Therefore, the system is jointly optimized
to fit the SASV ground-truth binary labels. The dependency of
yt

CM on yt
ASV is thus realized by training the FC layer conditioned

on the ASV output score.

Regarding the training data, we randomly select pairs of
utterances from the training set of the ASVspoof 2019 logical
access dataset and assign SASV labels by definition.

4. Experimental Results

In our experiments, we train our systems using Adam optimizer
with an initial learning rate of 0.00003. The batch size is set
to 1024. We train the model for 500 epochs and select the best
epoch according to the SASV-EER on the development trials.
The model in the best epoch is used for final evaluation. For
evaluation on the official development and evaluation trials, our
system’s output decision scores are calculated with Eq. (5) and
we then calculate the EERs in Table 1 for two sets of trials,
respectively. Note that we also observe the CM-EER as it is the
standard evaluation metric for CM systems, but excluded in the
SASV challenge.

4.1. Performance of single systems with our method

We train and evaluate eight of our SASV systems by varying the
random seed. The random seed controls (1) the random selec-
tion of pairs from the training data (2) the random initialization
of the FC layer. As shown in Table 2, the system performance
varies according to random seed. This observation is similar to
anti-spoofing as observed in a comparative study [8]. The best
performing system achieves a SASV-EER of 1.01% and 1.34%
on the development and evaluation trials, respectively.

Comparing different random seeds, in general, a better
SASV-EER is originated from a better SV-EER, showing that
it is important to discriminate the speaker identity. However, on
the CM aspect, a better SPF-EER or CM-EER may not result
in a better SASV-EER. The CM-EER of the best-performing
system is extremely high compared to the other systems. This
shows that optimizing the CM subsystem and achieving a lower
CM-EER might not benefit the SASV system. This observation
might be of interest to the CM community.

4.2. Fusion of single systems

We also experiment with score average fusion for different sin-
gle systems to try to improve the performance. The fusion re-
sults is shown in Table 3. The fusion of single systems did not
generate better performance than single systems.

Enc

Enc

Enc
pool over time

one-class learning for video

3.2. Probabilistic framework

We propose a probabilistic framework based on product rule
(PR) inspired by [26]. By definition, yt = 1, i.e., the test utter-
ance is target, if and only if yt

ASV = 1 and yt
CM = 1. Therefore,

assuming conditional independence between yt
ASV and yt

CM on
the speaker embeddings, we have

P (yt = 1|xe
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1, yt

CM = 1|xe
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1|xe

ASV, x
t
ASV, x

t
CM)P (yt

CM = 1|xe
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1|xe

ASV, x
t
ASV)P (yt

CM = 1|xt
CM).

(2)
The last equation follows from the fact that yt

ASV is indepen-
dent from xt

CM and that yt
CM is independent from xe

ASV and
xt
ASV , as we use pre-trained ASV and CM subsystems. If how-

ever, such subsystems are fine tuned during the SASV task, as
in Section 3.3.2, this independence will not be valid anymore.

3.3. Proposed strategies

3.3.1. Direct inference strategy

We adopt the same model structure as the base of the Baseline1
method, shown in Fig. 2 (a). The ASV subsystem outputs the
cosine similarity between the speaker embedding xe

ASV and xt
ASV.

The CM system outputs the CM score SCM from an FC layer. As
both the ASV and CM subsystems are pre-trained and there is
no fine tuning in any part of the entire system, this is a direct
inference strategy.

As mentioned above, both the ASV score and the CM score
do not fit to the proposed probabilistic framework. Therefore,
we propose ways to modify their value range to [0, 1]. The
CM subsystem was pre-trained with a softmax binary classifica-
tion loss, so the output score SCM after a sigmoid function �(x)
would naturally fit to the range of [0, 1], therefore, we define

P (yt
CM = 1|xt

CM) = �(SCM). (3)

For the ASV score, we need some function f to monotonically
map the cosine similarity score to a value between 0 and 1:

P (yt
ASV = 1|xe

ASV, x
t
ASV) = f(SASV), (4)

where f can be a hand-crafted function or some data-driven
mapping. Combining Eq.(1)-(4), the final decision score for
SASV is represented as:

SSASV = �(SCM)⇥ f(SASV). (5)

By varying the function f , we propose three systems us-
ing the direct inference strategy. A straightforward method is
through a linear mapping f(s) = (s + 1)/2. We refer to this
system as PR-L-I, where L stands for “linear” and I is short
for “inference”. For non-linear mapping, we choose the sigmoid
function and denote the system as PR-S-I, where S means
“sigmoid”. A potential advantage of a sigmoid function over
the linear mapping is that it expands the data range around 0,
the more ambiguous region for decisions. It is noted that nei-
ther the linear or sigmoid mapping can result in probabilities
that follow the true posterior distribution, therefore, we intro-
duce a third mapping that is trained on the bona fide trials of
the development set for SASV. To be specific, we sample tar-
get and non-target trials and train a calibration function with
logistic regression [27], where the target class is map to 1 and
the non-target class is mapped to 0. This can be viewed as a

data-driven score calibrator. This system using the data-driven
calibrated ASV score is represented as PR-C-I. It is expected
that when the test utterance is drawn from the same distribution
of the trials used to train the calibrator, the ASV subsystem per-
formance would be improved. This hypothesis is verified in our
experiments in Table 3.

3.3.2. Fine-tuning strategy

When the ASV and CM subsystems are fine tuned on the SASV
task, then the conditional independence assumption in the last
equality of Eq. (2) no longer holds. Instead, we can have an
alternative derivation of the posterior probability:

P (yt = 1|xe
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1, yt

CM = 1|xe
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1|xe

ASV, x
t
ASV, x

t
CM)P (yt

CM = 1|yt
ASV, x

e
ASV, x

t
ASV, x

t
CM)

=P (yt
ASV = 1|xe

ASV, x
t
ASV)P (yt

CM = 1|yt
ASV, x

t
CM).

(6)
The second equality is based on the chain rule and it treats yt

ASV

as a condition. It can be interpreted as that the prediction of
the CM subsystem depends on that of the ASV subsystem. This
dependency can be realized through fine-tuning the CM subsys-
tem conditioned on the ASV system’s output score. To do so,
we fine-tune the FC layer of the CM subsystem while keeping
the ASV score fixed in Figure 2(a). Instead of fitting SCM with
CM labels, our model directly optimizes the joint score. The
training is based on the ground-truth label of whether the test
utterance belongs to the target class. In other words, the spoof

and non-target utterances share the same negative labels. The
final decision score SSASV is calculated with Eq. (5).

We fine-tune the system with a prior-weighted binary cross-
entropy loss for SSASV. The ASV embedding network is pre-
trained and fixed, hence the ASV score SASV is fixed. Only the
FC Layer on top of the CM embedding network is trained and
the CM score SCM is adjusted. During back-propagation, thanks
to the multiplication, the gradient of the CM score with respect
to the parameters in the FC layer is weighted based on the scaled
ASV scores. The gradient receives a larger weight for larger
SASV, which corresponds to utterances that are more similar to
the target speaker. This helps the model to pay more attention
to such more difficult samples, manifesting an idea of speaker-

aware anti-spoofing.
In fine tuning strategy, we choose f as the linear or the sig-

moid function, denoted as PR-L-F and PR-S-F respectively.
L and S represent the two mapping functions as in Section 3.3.1,
while F is short for “fine-tuning”. We discard the calibration
method to prevent over-fitting on the trials dataset.

4. Experimental setup

4.1. Dataset

ASVspoof 2019 LA [28] is a standard dataset designed for the
LA sub-challenge of ASVspoof 2019. It consists of bona fide
speech and a variety of TTS and VC spoofing attacks. The bona
fide speech is collected from the VCTK corpus [29], while the
speakers are separated into three subsets: training (Train), de-
velopment (Dev), and evaluation (Eval). The spoofed speech in
each subset is targeted to spoof the corresponding speakers. The
algorithms for spoofing attacks in the evaluation set are totally
different from those in the Train and Dev sets. The non-overlap
is designed to encourage the generalization ability to unseen at-
tacks for CM systems. Details are shown in Table 1.
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Other selected works on multimodal generative audio AI
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Speaker Detection." IEEE MLSP 2022.

You Zhang, Yongyi Zang, Jiatong Shi, Ryuichi Yamamoto, Tomoki Toda, and Zhiyao Duan. "SVDD 2024: The Inaugural Singing 
Voice Deepfake Detection Challenge." IEEE SLT 2024.
Yongyi Zang, Jiatong Shi, You Zhang, Ryuichi Yamamoto, Jionghao Han, Yuxun Tang, Shengyuan Xu, Wenxiao Zhao, Jing Guo, 
Tomoki Toda, and Zhiyao Duan. "CtrSVDD: A Benchmark Dataset and Baseline Analysis for Controlled Singing Voice Deepfake 
Detection." Interspeech 2024.
Yongyi Zang*, You Zhang*, Mojtaba Heydari, and Zhiyao Duan. “SingFake: Singing Voice Deepfake Detection.” IEEE ICASSP 
2024. (*Equal Contributions)

● Spatial Audio + Large Audio Language Model

● Audio-Visual Analysis

● Singing Voice Deepfake Detection
Co-initiated this research direction and led the
collaboration on organizing the first challenge
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Scientifically Grounded Spatial Audio Generation
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Scientifically Grounded Spatial Audio Generation (Cont’d)
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Controllable Generation with Multimodal Alignment
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Controllable Generation with Multimodal Alignment (Cont’d)
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Watermarking and Source Tracing for Generative Audio AI

● Inherent Watermarking
○ Distribute watermarks into the

model weights
○ Robust against fine-tuning

63

● Traceable Generation
○ Which training data contribute to

the generated samples
○ Machine unlearning for privacy

Song A

Song B

Song C

Music
Generation

Model

Generated
Waveform

← A (40%)
← B (35%)
← C (25%)

Training data
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Potential Funding Sources

● Early-stage investigators
○ ANR JCJC – Individual projects
○ ANR PRME – Ambitious single-team projects

● Collaborative
○ ANR PRC – national collaborative projects
○ ANR PRCI – international bilateral collaborations
○ Horizon Europe / Marie Skłodowska-Curie grant
○ NSF-French ANR international collaborations

● Industry-oriented
○ ANR PRCE – collaborative projects including a company partner
○ Cifre (“Industrial Agreements for Training through Research”)
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My funding proposal writing
experiences:
• NIJ independent fellowship

award (sole PI)
• Contributed to 6 grants from 

public and private sectors,
including National AI
Research Resource Pilot,
Meta, Microsoft, etc.

• Total: $253,992 and GPU
credits)
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Career Roadmap
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Grounded in my past mentoring and collaborative experiences:
• 11 papers with students as first/co-first author across 9 mentored students at UR
• 2 research interns co-mentored at Dolby 
• SVDD challenge: led multi-institution organization across CMU, Nagoya, Rochester 
• 3 conference tutorials organized and presented
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Thank You!   Questions?

Towards Human-Centric Multimodal Generative Audio AI

My future research builds generative audio AI that is scientifically 
grounded, multimodal aligned, and trustworthy by design.


